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Abstract— The publish/subscribe model is receiving growing 

attention in recent years. This has attracted intense efforts from 

the research community in the quest to obtain “internet wide” 

scalability. Publish/subscribe model claimed to dynamically 

routes and delivers events from sources to interested users, and 

has the ability to disseminate information to users when it is not 

clear in advance which user that needs what information. In this 

interaction model, Subscribers have the ability to express their 

interest in an event, or a pattern of events, and are then notified 

of any event, generated by a publisher, which matches their 

registered interest. An event is asynchronously propagated to all 

subscribers that registered interest in that given event. In recent 

days, many variants of the paradigm have recently been 

proposed, each variant being specifically adapted to some given 

application or network model. [1] However, because of the 

multiplicity of these systems and prototypes, it is difficult to 

capture their commonalities and draw sharp lines between their 

main variations. In this paper, we factor out the common 

denominator underlying these variants, these decoupling 

dimensions are illustrated by presenting the publish/subscribe 

paradigm with traditional interaction paradigms. Second, we 

present the many variant of publish/subscribe schemes: namely. 

Topic-based or list-based, content-based and broadcast based. 

Third, In particular, their respective benefits and shortcomings 

are discussed in terms of securities and implementations. 

 
Index Terms— publish, subscribe, content-based, topic-based 

 

I. INTRODUCTION 

n recent years, the increasing concentration of the research 

community on the future of internet and its dispersed 

capability has significantly changed the scale of distributed 

systems. Most traditional approaches have been overridden by 

modern or evolving approach. Few years ago, the conventional 

approach of distributing information has been to force 

applications to explicitly find the information they require. 

This means that the client has to know from where to get the 

information it is interested in and that the server replies 

directly to the client. This indicates that the server has to keep 

track of the clients connected to it and explicitly handle each 

 
 

client request. In these environments, it becomes difficult if 

not cumbersome to use individual point-to-point and 

synchronous communication for these entities which will lead 

to rigid and static applications, and make the development of 

dynamic large scale application more cumbersome [2]. These 

constraints visualize the demand for more flexible 

communication models and systems, reflecting the dynamic 

and decoupled nature of the applications. In this circumstance, 

a method to transparently distribute (publish) information to an 

unknown number of receivers (subscribers) has therefore 

emerged. This method is often referred to as the 

publish/subscribe paradigm. 

 

In a publish/subscribe system, the requested information is 

pushed out to the interested parties in real-time. Clients 

subscribe to (register interest in) information using the 

publish/subscribe middleware which propagates the 

subscriptions to the publisher(s). The publisher uses the 

publish/subscribe middleware to publish information which 

based on received subscriptions transparently routes the 

published information to the clients. This way the server 

(publisher) does not have to know which or how many clients 

have requested what information. The publisher just publishes 

data (i.e. gives the publishable data to the publish-subscribe 

middleware) without knowing who will receive it 

 

This decoupling between publisher and subscriber is usually 

accomplished by an intervening entity between the publisher 

and the subscriber, which serves as a level of indirection. Most 

often, this intervening entity is a queue that represents a 

subject or channel [3]. A typical scenario or paradigm where 

this approach is best suited is the distribution of stock 

exchange information which requires real-time delivery to an 

unknown number of subscribers (dealers). The real-time 

demand is not strict but has an aggressive fast demand. The 

client should be notified and supplied with the new data as 

soon as for example a new offer (bid) on a stock is made. If 

there would be a delay in distributing the new information, 

some other dealer with a faster system could match the offer 

(bid) and thus make better deals, which can lead to substantial 

loss for the client [4].  
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On this principle, we will discuss different variation of 

publish/subscribe and observe how the implementation of 

publish-subscribe systems differ in both the subscription and 

distribution process 

 

 

 

II. THE BASIC PUBLISH AND SUBSCRIBE 

INTERACTION SCHEME 

In the conventional network applications, when two entities 

must communicate with each other they normally need 

network addresses to begin communicating. If an entity wants 

to send a message to many other entities, the first task is to 

know the physical network addresses of the other entities and 

then separately send the message to each one of them. This 

approach as you cans see does not scale well because 

configuration is complicated and tedious. In this context, there 

is an evolving  approach referred to as the publish-subscribe 

paradigm, which provides location transparency by allowing 

the sending process to publish information by giving it to the 

middleware which then routes the given information to all 

processes who have made a subscription and most importantly 

whose subscription criteria that the information satisfies. 

 

Base on this fact, we can deduce that the idea presented by the 

publish/subscribe paradigm is to have an application, unaware 

of the number of subscribers or what information they are 

interested in, and to publish information in such a way that 

each subscriber only receives the information it is interested 

in, nothing more nothing less[6]. The subscriber should thus be 

able to specify (subscribe) what information he is interested in 

and eventually receive information satisfying the supplied 

subscription criteria.  

 

In other terms, we can say producers publish information on a 

software bus (an event manager) and consumers subscribe to 

the information they want to receive from that bus. This 

information is typically denoted by the term event and the act 

of delivering it by the term notification [7].  

 

The basic system model for publish/subscribe interaction relies 

on an event notification service providing storage and 

management for subscriptions and efficient delivery of events. 

Such an event service represents a neutral mediator between 

publishers, acting as producers of events, and subscribers, 

acting as consumers of events. Subscribers register their 

interest in events by typically calling a subscribe() operation 

on the event service, without knowing the effective sources of 

these events. This subscription information remains stored in 

the event service and is not forwarded to publishers. The 

symmetric operation unsubscribe() terminates a subscription 

[8]. 

To generate an event, a publisher typically calls a notify() (or 

publish()) operation. The event service propagates the event to 

all relevant subscribers; it can thus be viewed as a proxy for 

the subscribers. Note that every subscriber will receive an 

event for every event conforming to its interest (obviously, 

failures might prevent subscribers from receiving some 

events). Publishers also often have the ability to advertise the 

nature of their future events through an advertise() operation. 

The provided information can be useful for (1) the event 

service to adjust itself to the expected flows of events, and (2) 

the subscribers to learn when a new type of information 

becomes available.[9] 

 

The idea described above is actually quite simple and easy to 

understand. One should though realize the complexities in 

implementing any distributed software, especially one 

implementing the publish-subscribe paradigm which goal is to 

make the distribution of information location transparent and 

scale to up to thousands of clients without having the publisher 

aware of the number of subscribers. Another aspect adding 

complexity to the implementation of the publish/subscribe 

paradigm is the semantics and expressiveness of the used 

subscription scheme. 

 

However, almost all of the research on publish/subscribe 

system so far has concentrated on publish/subscribe system yet 

there are different variation of this model. In the next section, 

we will discuss three dominant ones and factor out the 

common denominator . 

 

III. PUBLISH/SUBSCRIBE VARIATIONS 

 

In publish and subscribe model, most often, subscribers are 

usually interested in particular events or event patterns, and 

not in all events. It is also notable that there are different ways 

to subscribe to events of interest. These different ways of 

specifying the events of interest have led to several 

subscription schemes. In this section we present the  most 

widely used subscription schemes used in publish/subscribe 

system, namely list-based, broadcast-based and, content-based 

publish/subscribe, Subscription schemes define how 

 

Fig. 1.  Illustrates publish and subscribe functionality. In this 

diagram, the publish/subscribe channel has one input channel 

that splits into multiple output channels, one for each 

subscribers. When an event is published into the channel, the 

publish/subscribe channel delivers a copy of the message to 

each of the output channels. Each output channel has only one 

subscriber, which is only allowed to consume a message once. 



 3 

information can be queried from the publish-subscribe system, 

and they differ in expression power and performance.[10] 

 

 

A. List-based publish/subscribe  

The earliest publish/subscribe scheme is based on the notion of 

subjects and is implemented by many commercial solutions. 

List-based publish/subscribe pattern advises you to identify a 

subject and maintain a list of subscribers for that subject. 

Usually on the occurrence of an event, you have the subject 

notify each subscriber on the subscription list. A classic way to 

understand and implement this design is vivid in the observer 

pattern. When this pattern is used, we identify two classes: 

subjects and observers.  For instance, lets assume we use push 

model update, three method will be added to the subject: 

Attach(), Detach(), and Notify() lastly update() method will 

be added to observer 

 

To make use of an observer, all interested observers register 

with the subject by using the Attach() method. As changes 

occur to the subject, the subject then calls each registered 

observer by using Notify() method[11]. Usually, an observer 

works fine if both the observer and subjects are made to be 

realistic so that it will be well suited to situations where you 

will have one-to-many relationships between your subjects and 

your observers. But when we talk in the context of integration, 

you probably may have many observers that are linked to 

many subjects, which complicates the basic observer pattern.  

Moreover, these many-to-many relationship can be 

implemented by creating many subjects and to have each 

subject contain a list of observers [12]. 

 

Preserving lists of published topics (subject) and subscribers 

(observers) and then notifying each one individually as events 

occur is the essence of list-Based publish/subscribe 

implementation.  There are other different approach of 

achieving similar result and in the next section we discuss 

broadcast-based publish/subscribe implementation. 

 

B. Broadcast –Based publish/subscribe  

 

Broadcast can only be used in local area networks (LAN) and 

offers an unreliable Service. When you use a broadcast-based 

publish/subscribe approach, event publisher cerates a message 

and broadcast it to the LAN. Broadcasting means sending a 

packet to every computer on the LAN. This indicates that all 

computers will receive all broadcast messages and should 

therefore ignore unwanted messages. That is to mean that a 

service on each listening node inspects the subject line. If the 

listening node matches the subject line to a subject that it 

subscribes to, the listening node processes the message. If the 

subject does not match, the listening node ignores the message.  

Although this broadcast-based implementation is an effective 

method for decoupling publishers from subscribers, it is 

occasionally useful to identify particular topic subscribers. To 

use it to identify topic subscribers, a coordinating proves sends 

a message that asks listening nodes to reply if they subscribe to 

a particular topic. Responses are then returned by each 

listening node to the provider to identify the subscribers [13]. 

Since all messages are sent to all listening nodes, and because 

each nodes is responsible for filtering unwanted message. This 

puts unnecessary load on computers not interested in any of 

the published information, since filtering of the broadcast 

messages has to be done on all computers connected to the 

LAN. Due to this difficulty, Broadcasting is therefore 

seldomly an option when implementing the publish-subscribe 

paradigm 

 

C. Topic-based publish/subscribe 

 

Both broadcast-based and list-based publish/subscribe 

implementations can be broadly categorized as topic-based 

because they both use predefined subjects as many-to-many 

channels. This extends the notion of channels, used to bundle 

communicating peers, with methods to characterize and 

classify event content. Participants can publish events and 

subscribe to individual topics, which are identified by 

keywords. Topics are strongly similar to the notion of groups, 

as defined in the context of group communication [12]. This 

similarity is not surprising, since some of the first systems to 

offer publish/subscribe interaction were based on the Isis 

[Birman et al.1990] group communication toolkit and the 

subscription scheme was thus inherently based on groups. 

Therefore, subscribing to a topic T can be viewed as becoming 

member of a group T, and publishing an event on topic T 

translates accordingly into broadcasting that event among the 

members of T. Although groups and topics are similar 

abstractions, they are generally associated to different 

application domains: groups are used for maintaining strong 

consistency between the replicas of a critical component in a 

LAN, whereas topics are used to model large scale distributed 

interactions. 

 

 

 

Diagrams here  

 

D. Content-based publish/subscribe 

 

Publish/subscribe implementation have recently evolved to 

include a new form- content-based publish/subscribe. 

Regardless of the improvements of topic-based like 

hierarchical addressing facilities and wildcards, the topic based 

publish/subscribe variant represents a static scheme which 

offers only limited expressiveness. Processes exchange 

information through a set of predefined subjects (topics) which 

represent many-to-many distinct logical channel [14]. 

Consequently the content-based publish/subscribe variant 

emerge to improve on topics by introducing a subscription 

scheme based on the actual content of the considered events. It 

offers more flexibility as subscription are related to specific 

information content, each combination of information items 

can actually be seen as a single dynamic logical channel.  In 

other terms, events are not classified according to some pre-
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defined external criterion (e.g., topic name), but according to 

the properties of the events themselves.  

 

The practical implication of this approach is that we do not 

need to broadcast all message to all subscribes instead 

messages are intelligently routed to their final destination 

based on the content of the message. This approach overcomes 

the limitation of a broadcast-based system, where distribution 

is coupled to a multicast tree that is based on transmission 

control protocol (TCP). It also gives the integration architect a 

great deal of flexibility when deciding on content-based 

routing logic[14]. 

 

Figure 3. Sample code for content-based publish/subscribe. 

 

public class StockQuote implements Serializable { 

public String id, company, trader; 

public float price; 

public int amount; 

} 

public class StockQuoteSubscriber implements Subscriber { 

public void notify(Object o) { 

buy(); // company == ‘TELCO’ and price < 100 

} 

} 

// ... 

String criteria = (“company == ‘TELCO’ and price < 100”); 

Subscriber sub = new StockQuoteSubscriber(); 

EVENTSERVICE.SUBSCRIBE(SUB, CRITERIA); 

 

Figures 2 illustrate the use of string-based filters. The example 

outlines how a content-based scheme enforces a finer 

granularity than a static scheme based on topics. To achieve 

the same functionality with topics, the subscriber would either 

have to filter out irrelevant events, or topics would need to be 

split into several subtopics—one for each company (and 

recursively several subtopics for different price “categories”). 

The first approach leads to an inefficient use of bandwidth, 

while the second approach results in a high number of topics 

and an increased risk of redundant events [15] 

 

IV. IMPLEMENTATION AND APPLICATION OF 

PUBLISH/SUBSCRIBE  

This section discusses some implementation issues underlying 

publish/subscribe schemes, and how these issues are addressed 

in current systems and prototypes. Implementing 

Publish/Subscribe usually affects the messages, the integrated 

applications, and the communication infrastructure. First of all, 

you must identify and categorize the topics or the content of 

interest to the receiving applications. This translates into 

partitioning the set of message types into different subsets in 

the whole system.  For example, let us consider the types of 

messages that are sent by a trading system. Some trading 

applications track buy transactions, some track sell 

transactions, and other applications track both types of 

transaction. Separating the message by creating a buy topic 

and a sell topic partitions the trading system messages into 

subsets aimed at these applications. After categorizing them 

into subset, we include information that describes the topic. By 

that I mean, you must add information to the messages that 

indicates the topic or that identifies specific content 

information. Sometimes you can store the topic-related 

information in an unused message field. Alternatively, you 

may be able to add a new field for the topic. For example, you 

may be able to insert a new element in a SOAP header. If you 

can neither use an existing field nor add a new one, you must 

find other ways to encode the topic into the message, or you 

must use a content-based approach instead.[16] 

Consequently, you extend the communication infrastructure so 

that it delivers messages according to each subscriber's 

subscription. The approach that you use depends on the 

topology of the integration solution. For example, consider the 

three common topologies. For bus integration, you can 

implement the subscription mechanism in the bus interface. 

For broker integration, you can implement the mechanism 

through subscription lists to the broker. For point-to-point 

integration, you can implement the mechanism through 

subscription lists in the publisher.[17] 

Lastly, you must modify the integrated applications. The 

publisher must add the topic-related information to each 

message that it publishes. For example, if the topic is encoded 

as a header element, the publisher must insert the topic-related 

information into the appropriate element. Likewise, the 

subscriber must specify the topics of interest. 

Subscriptions can be either fixed or dynamic. With fixed 

subscriptions, the integration architect sets the topics that an 

application subscribes to. Applications have no control over 

their subscriptions. Usually, the subscriptions are specified 

when each application is added to the integration solution. 

Figure 3 shows an integration solution that consists of four 

applications. The sender (also called a publisher) uses a topic-

based approach to publish messages to topic A and to topic B. 

Three receivers (also called subscribers) subscribe to these 

topics; one receiver subscribes to topic A, one receiver 

subscribes to topic B, and one receiver subscribes to both topic 

A and to topic B. The arrows in the diagram show messages 

flowing from the publisher to each subscriber according to 

these subscriptions.[18] 

 

Diagram here  
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V. ADVANTAGES AND DISADVANTAGES OF 

PUBLISH AND SUBSCRIBE  

In this section, we discuss some of the following benefits and 

disadvantages of Using Publish/Subscribe. 

 

A. Lowered coupling.  

The publisher is loosely coupled to subscribers and not aware 

of the number of subscribers, of the identities of the 

subscribers, or of the message types that the subscribers are 

subscribed to. With the subject or topic being the focus, 

publishers and subscribers are allowed to remain ignorant of 

system topology .each can carry on its operation regardless of 

the other. In the traditional tightly-coupled client-server 

paradigm, the client cannot post messages to the server while 

the server process is not running, nor can the server receive 

messages unless the client is running. Many public/subscribe 

systems decouple not only the locations of the publishers and 

subscribers, but also decouple them temporally. A common 

strategy with such pub/sub systems is to take down a publisher 

to allow the subscriber to work through the backlog [19] 

 

B. Improved security 

The communication infrastructure transports the published 

messages only to the applications that are subscribed to the 

corresponding topic. Specific applications can exchange 

messages directly, excluding other applications from the 

message exchange. 

 

C. Improved testability 

 With publish/subscribe interaction model, topics and subject 

are usually reduce the number of messages that are required 

for testing. 

 

D. Scalable  

when considering  relatively small installations, 

publish/subscribe provides the opportunity for better 

scalability than traditional client-server, through parallel 

operation, message caching, tree-based or network-based 

routing, etc. However, as systems scale up to become 

datacenters with thousands of servers sharing the pub/sub 

infrastructure, this benefit is often lost; in fact, scalability for 

publish/subscribe products under high load in large 

deployments is very much a research challenge 

 

E. Disadvantages  

You will be surprise to note that most challenges and serious 

problems with publish/subscribe systems is basically the side-

effect of their main advantage that is: the decoupling of 

publisher from subscriber [20]. The major difficulty is that it 

can be hard to specify stronger properties that the application 

might need on an end-to-end basis during the operation; we put 

forward two examples found in [21] to buttress this facts: 

As a first example, many publish /subscribe systems will try to 

deliver messages for a little while, but then give up. If an 

application actually needs a stronger guarantee (such as: 

messages will always be delivered or, if delivery cannot be 

confirmed, the publisher will be informed), the pub/sub system 

probably won't have a way to provide that property. 

Another example arises when a publisher "assumes" that a 

subscriber is listening. Suppose that we use a pub/sub system 

to log problems in a factory: any application that senses an 

error publishes an appropriate message, and the messages are 

displayed on a console by the logger daemon, which 

subscribes to the errors "topic". If the logger happens to crash, 

publishers won't have any way to see this, and all the error 

messages will vanish. 

 

F. Increased complexity.  

Publish/Subscribe requires you to address the following:  

You have to design a message classification scheme for topic 

implementation. 

You have to implement the subscription mechanism. 

You have to modify the publisher and the subscribers. 

Increased maintenance effort. Managing topics requires 

maintenance work. Organizations that maintain many topics 

usually have formal procedures for their use. 

Decreased performance. Subscription management adds 

overhead. This overhead increases the latency of message 

exchange, and this latency decreases performance. 

As noted above, while publish/subscribe scales very well with 

small installations, a major difficulty is that the technology 

often scales poorly in larger ones [22]. These is usually 

noticeable as instabilities in throughput (load surges followed 

by long silence periods), slowdowns as more and more 

applications use the system (even if they are communicating 

on disjoint topics), and so-called IP broadcast storms, which 

can shut down a local area network by saturating it with 

overhead messages that choke out all normal traffic, even 

traffic unrelated to pub/sub. 

For most part, when considering publish/subscribe systems 

that usually use brokers (servers), the agreement for a broker 

to send messages to a subscriber is in-band, and can be subject 

to security problems. As stated, Brokers might be fooled into 

sending notifications to the wrong client, amplifying denial of 

service requests against the client. Brokers themselves could 

be overloaded as they allocate resources to track created 

subscriptions.[22] 

Even with systems that do not rely on brokers, a subscriber 

might be able to receive data that it is not authorized to 

receive. An unauthorized publisher may be able to introduce 

incorrect or damaging messages into the publish/subscribe [23] 

 

VI. CONCLUSION 

In the paper, the underlying lesson is that Publish/subscribe 

systems permit the exchange of information between producers 

and consumers in an asynchronous manner. Generally this 
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asynchronous communication can be implemented using either 

a centralized or a distributed approach. 

In a centralized publish/subscribe system publishers send 

messages to a specific entity that stores and forwards the 

messages to consumers on demand. The distributed approach 

uses smart communication primitives that implement store and 

forward mechanisms both in the publishers’ and subscriber's 

processes, thus having no dedicated server acting as publisher. 

Distributed publish/subscribe systems are better suited for fast 

and efficient delivery of transient data. Centralized systems 

often have strong requirements in terms of reliability, 

consistency, or transactional support, but do not need a high 

throughput. The centralized approach can experience scaling 

problems when the number of subscribers increase, as well as 

act as a bottleneck or single point of failure. 

Centralized systems therefore often offer the possibility of hot 

backups, i.e. a replication of the active server taking over the 

work when the active server fails. 

An alternative to the centralized and distributed approach is to 

use an intermediate approach where dedicated servers execute 

complex protocols concerned with persistence, reliability, or 

high-availability, as well as content-based filtering and routing. 

These servers can have different topologies with respective 

advantages and shortcomings. The system can be viewed as a 

cloud containing publish servers where explicit access points 

exists for clients to send their subscriptions. In this approach, 

publish/ subscribe has excel way and have greater potential for 

more expansion in mobile computing. 
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To be included later . 
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